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1. Overview 

1.1 Introduction  

This deliverable describes the progress in Workpackage 5 (WP5: Dynamic direct state-control 
associations) during the first 18 months of the DIPLECS project. The aim of this Workpackage is to 
carry out research on possible novel approaches to context-dependent robust-tracking and object 
detection and the development of a system that can perform reflex-like actions and/or evasive 
manoeuvres given different scenarios. 

As such, WP5 consists of three separate but related tasks, which involve: i) using the image optical 
flow, in a supervised learning fashion, for the recovery of information and analysis of different 
operating environments (e.g. road surface, non-navigable regions). ii) identification of generic 
obstacles (both static and non-static) by employing a structure from motion approach and 
evolutionary based object tracking, and finally iii) the detection of context-based abnormalities (such 
as a pedestrian crossing the road in front of the car, or the driver performing a risky car manoeuvre) 
and the execution of appropriate reflex actions, before the occurrence of the abnormal event. For this 
latter task, the system will learn the perception-to-action associations from the existing structure 
from motion information. The first task, D5.1, has been largely completed, the second D5.2 is 
currently under way and the third one D5.3 is scheduled to commence in the beginning of project 
year 3 (December 2009). 

Our primary focus here is deliverable D5.1 where we will present our progress towards the analysis 
of optical flow for dynamic control. The motivation behind this Workpackage stems from the idea 
that it should be possible/feasible for a machine vision system to learn (from an evolutionary-based 
point of view) how to analyse visual inputs from different environments. This may be achieved with 
the use of an appropriate analysis strategy given the current context, and will result in the system 
being able to carry out evolutionary thinking and reasoning. In particular, this task involves the 
development of a robust, contextual feature tracker and the recovery and subsequent analysis of 
environmental cues. We should note here that this document presents ongoing research and as a 
result it includes both published and unpublished results. 

This document is organised as follows: first we describe the combination of a region tracking 
algorithm together with a supervised approach for learning and extraction of context-appropriate 
features. In this case, by tracking we signify the following of intensity image features (that may 
correspond to important foreground objects or background) across many frames, using previous 
information. We have used both synthetic and real-image data for learning these features. 

Section 1.3 shows our ongoing research (which will also form parts of D5.2 and D5.3) on efficiently 
and effectively extracting 3-D structure and camera ego-motion information from the image optical 
flow. This information is used to determine the position and motion of the vehicle in the world, and 
the available navigable surfaces. We may then use the same information, in conjunction with a 
tracking approach similar to the one used previously in D4.1 [7], in order to identify and track 
stationary and non-stationary obstacles across frames in a dynamically changing environment. In 
addition we present the improvements introduced in ego-motion estimation [2]. 

Section 1.4 introduces possibilities for future research directions and also covers our preliminary 
work into employing statistical observations across many frames for building a Bayesian inference 
model that may help reduce the inherent uncertainty associated with 3-D structure extraction. 

We conclude with a discussion on how the word we have carried out in WP5.1 corresponds with the 
tasks planned in the DIPLECS project. 



 

1.2 Learning appropriate features to track 

This task involves research on robust tracking of context-dependent features. The idea behind this 
originates from the observation that for different contexts (e.g. operating environments) different 
features will be appropriate for tracking. In fact, common region tracking algorithms, such as the 
KLT tracker are not expected to perform equally well for all image structures, and is therefore 
necessary to use point-interest detectors (e.g. Harris or Shri & Tomasi) to select good features to 
track.  

As part of our research, we have looked into a possible structured way of learning and evaluating 
such detectors using training data. In short, we assigned labels to pixels in selected frames of a 
sequence, based on rigid-scene constraints and whether or not the selected pixels could be tracked in 
future frames. An example of this labelling can be seen in Fig. 1. Such labelled sequences were used 
to analyse the performance of the commonly used Harris detector, and it has been shown that for 
certain types of �F�R�P�P�R�Q���� �³�R�U�J�D�Q�L�F�´��scenes the detector can perform worse than random region 
selection. 

 

(a) 

 

(b) 

Fig. 1 Example of a �U�H�D�O���L�P�D�J�H���V�K�R�Z�L�Q�J���D�Q���³�R�U�J�D�Q�L�F�´���V�F�H�Q�H�����D�������D�Q�G�����E�����D�I�W�H�U���I�H�D�W�X�U�H�V���K�D�Y�H���E�H�H�Q��
extracted and labelled (boundary points are blue, good points are green and bad points are red. 

 

We offer an alternative approach, whereby we use a new region tracking measure based on the 
histogram of oriented gradients (HOGs) descriptor, to train a classifier and select appropriate regions 
to track. The advantage of this measure is that it can be trained on the specific environment at hand 
(i.e. explore any environmental regularity) and outperform traditional methods based on the Harris 
measure (for that same environment). The results from this work are mentioned in the paper [10]. 

1.2.1 Synthetic data 

We have also investigated the use of advanced computer rendering techniques for the generation of 
ground truth motion fields from optical flow using synthetic images. One of the real strengths of 
synthesised evaluation data is the ability to generate a large variety of experimental 
settings/environments. In particular, we can choose to experiment with a significant array of optical 
effects and scene configurations in order to (relatively) effortlessly generate test data for evaluating 
the performance of a feature tracker. In that way, we are able to obtain a wider spectrum of 
quantitative results for each tracker and identify exactly under which circumstances (settings) it can 



 

fail. We may also use these additional degrees of freedom (such as different lighting settings, 
geometrical properties, surface reflectance and materials) in order to train our learnable tracker on 
the specific variations of each environment. An example of a synthetically generated image together 
with its corresponding ground truth motion field may be seen in Fig. 2. The specifics of this work 
are presented in the attached document [4]. 

 

 

(a) 

 

(b) 

 

(c) 

Fig. 2 (a) and (b) show two subsequent frames of a synthesised object. The extracted motion field 
from these frames is shown in (c). The motion vectors are colour-coded according to the coordinate 
system in the bottom right-hand corner. 

 

 

1.2.2 Real-image sequences 

Apart from synthetic data, we have also investigated the use of video sequences from real world 
scenes and the automatic generation of ground truth sequences from them. This procedure requires 
the rigid-world constraint assumption and it involves a pre-rejection step of outlying points (e.g. 
those that are outside the visual field or those that do not end up in the same region when the tracker 
is run backwards), followed by an iterative estimation method (RANSAC) to discover and allow 
those trajectories for which the epipolar constraint holds, or in other words satisfy the rigid-world 
assumption. 

 



 

Once the correspondences are determined, the ground truth point trajectories are obtained using a 
fusion over multiple frames according to a method described in [10]. In the case of calibrated 
cameras, we obtain ground truth data using bundle adjustment, which is described in more detail in 
[2]. 

 

1.3 Information from optical flow 

This section details our work on extracting information about the motion of the camera and the 3-D 
structure, from the image optical flow. Such information is necessary in order to determine the 
location and orientation of the observer (e.g. vehicle) in the world, the position (and possible 
motion) of any structure such as obstacles or navigable surfaces (i.e. road path). Optical flow 
information from video sequences is a well explored and understood subject. What works in theory 
however, might not necessarily be so robust, generalise well or be so efficient in practise. In 
particular, the very important tasks of generating and tracking valid point correspondences across 
frames is fraught with difficulties, such as large changes in viewing angle and scale, occurrences that 
will cause most tracking algorithms to fail. 

Failure in tracking will result to a deterioration in the estimation of the camera parameters and 
consequently, poor triangulation of 3-D points (or in other words, suboptimal extraction of 3-D 
structure). It is therefore very important to explore different approaches for improving these practical 
shortcomings and in general, making information extraction and processing more efficient for the 
deployment of our system. 

1.3.1 Ego-motion 

We began with an investigation into the possibility of increasing the quality of point 
correspondences. One proposal has been discussed in the paper [2], which involves using the KLT 
tracker in both directions (forward and backwards tracking in frames). This enables us to reject any 
inconsistent point correspondences early into the estimation process. 

These additional re-tracking steps however, induce a higher computational overhead. Our solution 
has been to implement the KLT tracker on the GPU and thus benefit from a considerable 
performance increase, which allows for tracking a large number of image points in real-time. The 
details of this implementation are described in the paper [3]. 

For the specific task of pose estimation, we used the minimal case scenario of a 5-point 
correspondence between two cameras, followed by a 3-D triangulation step and the incorporation of 
a third view. This whole procedure is efficiently executed inside a RANSAC loop with the 
additional inclusion of a distance-based threshold step designed to reject inferior 5-point choices. 
Unlike the KLT tracker, the camera estimation is implemented on the CPU since no efficient 
algorithm parallelisation exists for the GPU yet. This approach together with synthetic and real-
image examples is discussed in the attached paper [2].  

1.3.2 Structure from motion and navigable planes 

Once camera extrinsic information has been recovered, we can estimate the position of the 3-D 
world points using triangulation from two cameras. Optimal choice of cameras and reduction of the 
associated uncertainty is still an ongoing problem (see next section), but given the assumption that a 
good camera selection has been established, then it is a matter of using the available image 
observations and estimating a point in 3-D space. 



 

For this triangulation, available optimal methods do exist in the literature, depending on the noise 
model and the type of error we wish to minimise. The outcome of such methods, and their claims for 
optimality, may thus vary depending on the application at hand. As such, and in the related project 
VISCOS, we developed a fast triangulation method that is able to be tuned for a specific noise model 
and associated error metric and provide optimal results in a plethora of cases. It is also well suited 
for fast bath processing of multiple points simultaneously. An analysis of this algorithm together 
with comparative experimental results is presented in the included papers [6, 5]. 

Once a dense triangulation has been obtained, we are able to recover the dominant plane in the scene 
(usually the ground plane where the observer is situated). A representative example for real image 
sequences are given in Fig. 3. A more detailed discussion is given in papers [2, 10]. 

 

(a) 

 

(b)  

 

(c) 

 

(d) 

Fig. 3 Real image sequence frames in (a) and (c) and their respective 3D structure extractions in (b) 
and (d). 

 

1.4 Future directions 

In this section we briefly mention a few ideas in progress about possible, near-future directions. We 
are particularly interested in ways of improving both the accuracy and efficiency of our ego-motion 
and structure estimates. 

1.4.1 Efficiency-speed 

One possibility we are currently exploring is the refinement of the minimal 5-point, camera pose 
estimation algorithm. In particular, we aim to simplify the essential matrix calculation algorithm by 
decreasing the number of required operations (thus increasing the computational speed), while at the 
same time maintaining similar accuracy levels. Initial results have shown that our approach 



 

compares favourably against the state-of-the-art method (Nister) while being approximately twice as 
fast. This work is currently under development. 

1.4.2 Accuracy 

The recovery of 3-D structure depends on the amount (and type) of noise present in the image. There 
is a linear relationship between residual noise and 3-D reconstruction error (i.e. uncertainty), which 
is largely independent from triangulation method used. It is therefore of paramount importance to be 
able to robustly estimate 3-D structure in the presence of considerable amounts of noise, given 
appropriate image observations. 

We therefore propose to use a statistical approach for the reduction of uncertainty (noise), whereby 
suitable point observations are combined in a Bayesian formulation to gradually increase our 
�F�R�Q�I�L�G�H�Q�F�H�� �R�Q�� �W�K�H�� �S�R�L�Q�W�¶�V�� �S�R�V�L�W�L�R�Q�� �L�Q�� ��-D space. Suitability is ascertained based on probabilistic 
criteria. This initial work has shown promising results on synthetic tests. 

 

1.5 Conclusion 

In reference to DIPLECS Annex I, Figure 5, deliverable D5.1 (Evolutionary inspired flow-based 
control and object detection) covers task T5.1 of Workpackage 5. Learning (i.e. evolutionary based 
learning) is present in the large majority of our contributions. For example, context-dependent 
features to track, training of HOGs feature detectors, triangulation suited to the noise model and 
Bayesian inference of 3-D structure. In that respect, the learning task has been achieved. 



Fast and Accurate Structure and Motion
Estimation

No Author Given

No Insti tute Given

Abstract. This paper describes a system for structure-and-motion es-
timation for real-time navigation and obstacle avoidance. We demon-
strate a technique to increase the e�ciency of the 5-point solution to
the relativ e poseproblem. This is achieved by a novel sampling scheme,
where we add a distance constraint on the sampled points inside the
RANSA C loop, before calculating the 5-point solution. Our setup uses
the KLT tracker to establish point correspondencesacross time in liv e
video. We also demonstrate how an early outli er rejection in the tracker
improves performance in sceneswith plenty of occlusions. This outlier
rejection scheme is well suited to implementation on graphics hardware.
We evaluate the proposed algorithms using real camera sequenceswith
�ne-tuned bundle adjusted data as ground truth. To strenghten our re-
sults we also evaluate using sequencesgenerated by a state-of-the-art
rendering software. On average we are able to reduce the number of
RANSA C iterations by half and thereby double the speed.

Structure and motion (SaM) estimation from video sequencesis a well ex-
plored subject [1{3]. The underlying mathematics is well understood, seee.g.[1],
and commercialsystems,such asBoujou by 2d3 [4], are usedin the movie indus-
try on a regular basis.Current research challenges involve making such systems
faster, more accurate, and more robust, seee.g. [2,3]. These issuesare far from
solved, as is illustrated by the 2007 DARPA urban challenge [5]. In the end,
none of the �nalists choseto use the vision parts of their systems,instead they
relied soley on LID AR to obtain 3D structure. Clearly there is still work to be
done in the �eld.

This paper aims to increasethe speedand accuracy in structure-and-motion
estimation for an autonomous system with a forward looking camera, see�g-
ure 1. Although on a smaller scale, this platform has the samebasic geometry
and motion patterns as the DARPA contenders, and as the vision basedcolli-
sion warning systemsdeveloped for automotive applications. In such systems,
estimated 3D structure can be used to detect obstaclesand navigable surfaces.

When dealing with forward motion there are a number of problems that
must be adressed.The e�ectiv e baselineis on averagemuch smaller than for the
sideways motion case,resulting in a more noise sensitive structure estimation.
A tracked point feature near the camera often has a short lifespan becauseit
quickly movesout of the the visual �eld. Unfortunately , such points alsocontain
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most of the structural information [6]. Forward motion also produceslargescale
changesin someparts of the image,and this can be a problem for sometrackers.

This paper studies the calibrated SaM formulation, which hasseveral advan-
tages over the uncalibrated formulation. In calibrated SaM, estimated cameras
and structure will be in Euclidean spaceinstead of a projective space,and we
can usemore constrained problem formulations [1]. Planar-dominant scenes are
not an issuewhen doing calibrated �v e point poseestimation [7], which turns
out to be a very desirableproperty when doing autonomousnavigation, as these
kinds of scenesare quite common. Note also that in autonomousnavigation the
camera is often �xed, which makescalibration of the camerastraightforward.

Fig. 1. Left: Robotic car platform. Upper right: Frame from a forward motion sequence.
Lower right: Estimated structure using the proposedalgorithm.

We should also note that monocular SaM has an inherent scale ambiguity
[1]. Despite this, the estimated str ucture can still be e�ectiv ely usedfor obstacle
avoidanceif time-to-collision is usedas the metri c [8].

The main contributions of this paper are:

1. Intro duction of a distance constraint that signi�cantly reducesthe number
of RANSAC iterations in the �v e point algorithm, while retaining the pose
accuracy. Even when all correspondences in a sample are inliers, their dis-
tribution in spacemakesa big di�erence.

2. Experimental evaluation of a recently intro duced outlier rejection technique
for the KLT tracker [9], in the SaM setting. This technique adds an outlier
rejection stepalready in the tracking algorithm. With respect to performance
this is usedto move calculations from the CPU to a GPU.

We alsodemonstratehow sophisticated rendering techniquescan be usedfor
controlled evaluation of the system.
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1 Previous work

The use of calibrated epipolar geometry in computer vision was pioneered by
Longuet-Higgins in his seminal work [10]. The minimal number of point corre-
spondencesin the calibrated caseis �v e, and the current state-of-the-art �v e-
point method is the one intro duced by Nist�er [7]. The exact solution involves
cubic constraints, which result in a polynomial with 13 roots. Nist�er reduced
the number of roots to 10 and provided very e�cien t solutions to each step of
the algorithm. His paper also describeshow to add a third view, by solving the
perspective-three-point problem [11]. We use this complete three view method
in our paper, and refer to it as the Nist�er three view method.

Ever sincethe original RANSAC algorithm was intro duced [11], many mod-
i�cations to the algorithm have appeared.Somemethods assumeprior informa-
tion of which points are likely to be inliers, and use this to bias the sampling,
e.g. PROSAC. Others estimate the point inlier likelihoods as they go [12], for
instance using the point residual distribution s [13]. Others discard samples(i.e.
groups of points), before scoring them against a model, by comparing the sam-
ple points against the model. R-RANSAC [14] and preemptive RANSAC [15],
are examplesof this. In our setup model estimation is relatively expensive, so it
would be better if we could discard a sampleeven beforecomputing the model.
This is exactly what our constraint does, and in thi s respect, it is similar to
NAPSAC [16], which selectspoints that lie closetogether when estimating hy-
perplanes.But, as we will show, for our problem it is on the contrary better to
selectpoints that are far apart.

Wu et al.[17] have shown how the KLT tracker can be improved by simul-
taneously tracking both forwards and backwards in time. Another approach is
to simply run the tracker again, backwards in time, and reject tra jectories that
do not end up at the starting point [9]. We will use the latter approach, and
demonstrate its e�ect in the experiment section.

Rendered3D scenesas synthetic ground truth has a long history in the �eld
of motion estimation, e.g., the famous Yosemite sequence[18]. This was at the
time a very complex sceneas it had real 3D structure. Baker et al. argued in
[9] that the Yosemite sequenceis outdated and they intro duce a new set of
ground truth data. Thesenew datasets usemodern rendering software that can
accurately model e�ects such as shadows, indirect lighting and motion blur. We
will usesimilar data of our own design, in the experiment section.

2 Metho d

2.1 Ov erview

The real-time SaM method that we are using consistsof two steps:

1. Point correspondencesare maintained over time using the Kanade-Lucas-
Tomasi (KL T) tracking framework [19, 20].
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2. The relative pose is estimated for 3 cameras,according to the method de-
scribed in [7]. In this approach, the relative pose is �rst found between 2
cameras.Then, triangulation and the perspective-3-point algorithm [11] is
used to incorporate the third camera. All of th is is done for the minimal
5-point case,inside a RANSAC [11] loop.

We will describe thesetwo stepsin detail below, as well as the modi�cations we
have added to each step.

2.2 Tracking

We use the KLT-trac ker [20] to maintain point correspondencesacross time.
The KLT-trac ker is basically a least-squaresmatching of rectangular patches
that obtains sub-pixel accuracy through gradient search. We use a translation-
only model betweenneighbouring frames.Tracking betweenneighbouring frames
instead of acrosslarger temporal windows improvesthe stabilit y, especially since
it helps us to deal with the scalevariations that are present in forward motion.
When tracking frame-by-frame, the changesin viewing angle and scaleare suf-
�cien tly low for tracking to work well.

A simple way to increasethe quality of the point correspondences is to add
an early outlier rejection step. We do this by running the tracker backwards from
the current frame and position and checking if it ends up at its initial position
in the previous frame. We wil l call this procedure track-retrack from now on.
Adding the track-retrack step doubles the amount of computations. However,
since our tr acker is running on the GPU, which has cycles to spare, this does
not a�ect the overall performance of the rest of our system.

The KLT tracker has successfullybeen implemented on a GPU by several
authors [21{23]. Reference[22] shows a speedincreaseof more than 20x, and can
track thousands of patches in real time. Such a large amount of tracked points
is not necessaryto estimate the camera motion, and we can thus easily a� ord
to run the tracker a secondtime. In order to fully utilize the GPU, the number
of threads of an implementation must be high. While a CPU can e�cien tly
run 2 threads on a 2 core system, the GPU's core is a simpler version of a
processorwith very high memory latencies, little or no cache and with many
SIMD characteristics. To achieve maximum performancefrom such a designwe
needmany more threads than processors,and as the current high-end hardware
has 240 processors, one often needsmore than 5000threads [24].

2.3 Fiv e poin t pose estimation

The minimal casefor relative poseestimation in the calibrated caseis � ve cor-
responding points seenin two cameras.Currently , the fastest algorithm for this
problem is given by Nist�er in [7]. It runs in real-time, and thus we have chosen
it as our starting point. In this method, the relative poseestimation is extended
to three camerasby doing the following within the RANSAC loop: The essen-
tial matrix is estimated from �v e point correspondencesbetween two cameras.
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The relative camera position and rotation are then extracted from the essen-
tial matrix. From these, the camera projection matrices are created and used
to triangulate the �v e 3D points. The perspective-3-point algorithm [11] is then
used to calculate the third camera from three 3D points and their respecti ve
projections onto this camera.

One advantage with using the minimal caseis that it imposesall available
constraints on the estimation. This is especially important when handling more
complicated caseslike the forward motion case.If one plane is dominant, the
uncalibrated casehas several solutions. In the calibrated case, the number of
solutions is reduced to two, where one canbe discarded (as it has the cameras
below ground). It is thus not necessaryto switch betweenthe homographic and
the full epipolar geometry model. We usethe Nist�er method here, but note that
in principle any �v epoint solver would bene�t from the improvementswesuggest
in this paper.

2.4 Distance constra in t

Forward motion in st ructure from motion is a notoriously di�cult case,because
of the much smaller equivalent baseline1 createdbetweentwo camerasthan with
other typesof motions. The forward motion also gives rise to large scaledi�er-
encesin the point correspondenceestimation. The point tracking becomesless
accurate under these scale transformations. Most of the time we will also have
a singular point (the epipole) lying in the image (in the motion direction). At
this point the equivalent baselineis zero, and it increasestowards the edgesof
the frame.

Computation of the relation betweentwo camerasby estimating the essential
matrix is quite sensitive to the actual 3D positions of the usedcorrespondences.
This is demonstrated by a recent discovery by Martin ec and Pajdla [3]. In their
paper, they show that bundle adjustment using only four carefully chosencor-
respondencesbetween each pair of views can be almost as accurate (and much
faster) as using all correspondences.These four points are chosento be maxi-
mally distant in the 3D spacewith metric determined by the data covariance.
However, for a direct solution of SaM this is too expensive as it requirestriangu-
lated 3D points. Instead, our proposal is to look at the projections in the image
plane. The rationale is that points that are distant in the image plane are likely
to be distant also in 3D space.

The standard approach whensolving structure and motion with [7] is to place
the minimal case�v e point solver inside a RANSAC loop. Our proposal is to
add a simple distance test inside the loop, before the minimal casesolver. With
this test we put a minimum distance constraint on the randomly chosenimage
points, x . Only setsof �v e points x1,. . . , x5, that satisfy:

jjx i � x j jj2 > T; 8f (i; j ) : i; j 2 [1::5]; j > ig ; (1)

1 By equivalent baseline,we informally mean the distance betweenthe camera centers
when projected onto the image plane.
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will be usedfor poseestimation. For other setsthe sampling is run again. We
use the threshold T = 0:1 on distances in normalized image coordinates. This
corresponds to approximately 150 pixels in our sequences(or about 10% of the
image diagonal). This value gave a reasonable compromisebetween the number
of resamplings,and the precisionobtained. We have not doneany extensive tests
on the exact value to use.

The computational load of the point pre-selection procedure is small com-
pared to the 5 point solver. It consistsof 5 rand() function calls, 10 conditional
instructions and somesimple arithmetical operations. If necessarythis can be
further optimized by di�eren t gridding methods. The averagetime to compute
one sample on our platf orm (in one thread on an Intel 2.83GHz Q9550 CPU)
in standard C++ is 0.1 microseconds.On our datasets this is done on average
2-4 times, for T = 0:1. The three-view �v e-point method is reported to take
140 microseconds in 2004 [7]. Accounting for CPU speedupsgives us about 35
microseconds,or 87-175xmore than our sampling step.

indo or concrete

gra vel grass

reconstruction of concrete sequence reconstruction of grass sequence

Fig. 2. The top four subplots show the used frames from the real world sequences.The
indoor sequence(top left) is chosen as it has plenty of occlusions. The three outdoor
scenesare captured while driving the robotic car forward on di�eren t terrains: concrete,
gravel and grass.The two lower imagesare the three-view reconstructions of two of the
sequences(a navigable planar surface is also estimated and textured for illustration).
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3 Evalua tion

Evaluation was carried out on four real world sequencescaptured with a Point-
Grey Flea2 camera (1280� 960 at 15 Hz) with pure forward motion, seetop
of �gure 2. OpenCV's software library is used to calibrate the camera from
a checkerboard pattern [25]. We have also chosen to use OpenCV's KLT im-
plementation in the experiments to make it easier for others to reproduce our
results.

Additionally we have generatedtwo synthetic sequences,shown in �gu re 4.
We have useda rendering software called Mental ray that has a wide variety of
modelling capabilities such as complex geometry, soft shadows, specular high-
lights and motion blur. These are e�ects that impact the performance of the
SaM, and we would like to further investigate this in the future. For now we
have just used them with settings that give footage similar to the real camera.
Besidesbeing usedin many movies, Mental ray was also usedin [9] to generate
image sequencesand ground truth for optical 
o w.

We will use the real-world sequencestogether with the synthetic sequences
to evaluate the e�ciency of the distance constraint. We usetwo measuresin the
experiments:

{ Inlier Frequency . We count the number of inliers in the best model found
by RANSAC. This is the criterion that RANSAC itself tries to maximise, and
thus it demonstrateshow much our modi�cations have assistedRANSAC.

{ Mo del Precision . We evaluate the scale normalised position of the third
camera. On real sequences,this is done by comparing our estimate against
the output of the bundle-adjustment algorithm described in [26]. On the
synthetic sequences,we know the exact locations of each camera, and use
that as ground truth.
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Fig. 3. Statistics of inlier/ outlier ratios as a function of number of RANSA C iterations
(12, 25, ...). Each graph shows results for onesequence.Each experiment is repeated 500
times, and the median, and 5% and 95% quantiles are plotted. The four curves(in left-
right order within each group) show results without distance constraint and without
track-retrack (CYAN), with distance constraint and without track-retrack (BLUE)
without distance constraint and with t rack-retrack (GREEN), with distance constraint
and with track-retrack (RED).
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The same test is run for the synthetic test data, see�gure 4. The behaviour
here is nearly identical to the evaluation with real images, and we can also
observe that we can reduce the number of RANSAC steps by approximately
half with maintained inlier/outlier ratio when adding the distance constraint.
The �rst sceneconsistsof a forward motion on a planar road and the secondis
also forward motion but on a more complex scene.For each synthetic sequence,
we have also generatedimagesof calibration patterns. This allows us to process
the synthetic sequencesin exactly the samemanner as the real ones.

3.2 Precision evaluation

As calibrated monocular reconstructions are only de�ned up to scale,accuracy
evaluation is rather problematic. We have chosento evaluate the accuracyof the
obtained SaM solutions using the position error of the third camera.For this to
be possible,we need�rst to adjust the distance of the secondcamerato be the
sameas in the ground truth (here we set this distance to be 1). Only after this
normalisation are we able to comparepositions of the third camera.

In the absenceof real ground truth on the real sequences,we have used
the output of the bundle-adjustment (BA) algorithm described in [26]. Bundle-
adjustment is the maximum likelihood estimate of SaM, and has been shown
to greatly improve the results [27]. On the synthetic sequenceswe simply save
the camera locations used for generating the frames. Note that we get similar
results on both real and synthetic sequences,which supports the useof BA for
evaluation purposes.

Figure 5 shows the absoluteposition error of the third camerain each triplet.
Herewecanseethat the position error follows thesametrend asthe inlier/outlier
ratio. If anything the improvement is even more pronounced here.

Wehavesummarisedthe results of the precisionexperiments in table 1 and 2.
Table1 showsthe speedincrease(i.e. reduction in number of RANSAC samplings
neededto obtain the same precision) from the distance constraint, when the
track-retrack step is disabled, and table 2 shows the speed increasewith track-
retrack enabled.

The percentages are obtained as follows: For each number of iterations, we
look up the precisionwith the distanceconstraint enabled.Wethen estimatehow
many iterations it would take to archieve the sameprecisionwhen the constraint
is not used. The estimate is found through linear interpolation (note although
the graphsare in log scale,the interpolation is doneon a linear scale).The speed
increaseis now the ratio of the two iteration counts. There are somecaseswhere
the intersection point lies after the 200 iteration value, thesevaluescould have
beenextrapolated, but we have instead chosento just show them as > 200.

Note that a speed increasecomputed in this way does not take the extra
overheadof the sampling into account. But, asshown in section2.4 this overhead
is 0.6-1.2%of the total time, and as mentioned, there are ways to reduce this
even further.
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Fig. 5. Position errors on real and synthetic sequences as function of number of
RANSA C iterations. The sequences are evaluated against bundle adjustment output
on the samedata set. The synthetic sequencesare evaluated against their ground truth.
The four methods are coloured as in �gure 3.
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Table 1. Speed increase from the distance constraint, with track-retrack disabled
(i.e. CYAN curve vs. BLUE)

#iterations synt . r. synt. c. indoor concrete gravel grass
12 180% 190% 230% 198% 216% 193%
25 184% 198% 215% 256% 234% 199%
50 199% 225% 216% 265% 199% 187%
100 185% 194% > 200% > 200% 162% > 200%

Table 2. Speed increase from the distance constraint, with track-retrack enabled
(i.e. GREEN curve vs. RED)

#iterations synt. r. synt. c. indoor concrete gravel grass
12 229% 211% 215% 243% 201% 197%
25 198% 191% 242% 277% 244% 195%
50 264% 209% 235% 258% 232% 183%
100 > 200% 191% > 200% > 200% > 200% > 200%

4 Conclusions

We have intro duced a method that signi� cantly speedsup the current state of
the art SaM algorithm for calibrated cameras. On averagewe are able to reduce
the number of RANSAC iterations by half and thereby double the speed. The
improvement is achieved by adding a distance constraint to the point selection
inside the RANSAC loop. We have also added an outlier rejection step (which
we call track-retrack) to the KLT tracker. For sceneswith high level of occlusion
the track-retrack scheme also gives a similar improvement in performance.For
sceneswith little or no occlusion, however, the di�erence is negligible. Note also
that the two improvements are independent, for sceneswhere the track-retrack
schemegivesand improvement, we will get further improvement by adding the
distance constraint .
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Abstract

There has been a rapid progress of the graphics pro-
cessor the last years, much because of the demands
from computer games on speed and realistic rendering.
Because of the graphics processor's special architecture
it is much faster at solving parallel problems than the
normal processor. Due to its increasing generality it is
possible to use it for other tasks than it was originally
designed for.

Even though graphics processors have been pro-
grammable for some time, it has been quite dif�cult to
learn how to use them. CUDA (Compute Uni�ed Device
Architecture) enables the programmer to use C-code, with
a few extensions, to program NVIDIA's graphics processor
and completely skip the traditional programming models.
This paper investigates if the graphics processor can be
used for calculations without knowledge of how the hard-
ware mechanisms work. An image processing algorithm
calculating the optical �ow has been implemented. The
result shows that it is rather easy to implement programs
using CUDA, but some knowledge of how the graphics
processor works is required to achieve high performance.

1. Introduction

To use pure two-dimensional analysis of image se-
quences can be very dif�cult if the temporal change is
not taken into account. Objects that look similar to the
background can be impossible to detect if they are not
moving. If the object is moving relative to the static scene,
it can be detected by calculating the optical �ow. In a
dense optical �ow it is desired to get a vector �eld that
describes the motion in every pixel between two image
frames. There are several different methods to calculate
the optical �ow and in general the better result you want,
the longer the execution time.

In many applications it is desirable to do image pro-
cessing in real time which puts some demands on the
algorithm. Many image processing problems can be solved
in a parallel way and that suits the GPU (Graphics
processing unit) very well because it has an extremely
parallel architecture. The NVIDIA GeForce GTX 285
has 240 processor cores. Earlier the GPU was dif�cult
to use for general tasks but it is easier now, especially
since the introduction of CUDA (Compute Uni�ed Device
Architecture) [1], where the standard C language with
some simple extensions is used. A fast shared memory
and scattered memory writes are also available which are

not possible with the old methods. The common thing is
not to compute just the optical �ow, but to use it as a
pre-processing step to image mosaicing, object tracking,
compression etc. This forces the algorithm to be even
faster since there are other computations that have to
be done simultaneously. To obtain high speed in image
processing is a dif�cult problem and it is necessary to use
all the parallel processors in the GPU.

Section 2 describes optical �ow and the theory behind
Lucas-Kanade. In section 3 the use of GPUs and CUDA
is discussed and section 4 describes the implementation.
The paper is concluded with the results and a discussion
in section 5.

2. Optical �ow

The optical �ow can be described as the apparent
motion of the brightness pattern, induced by the relative
motion between the scene and the camera. The optical
�ow is in other words based on the visual perception and
if it is determined from two consecutive images it appears
as a displacement vector in each pixel from one image to
the other. This is called a dense optical �ow and if it is not
calculated in every pixel it is a sparse optical �ow. The
�ow has been calculated on gray intensity value changes
in this paper.

2.1. Lucas-Kanade

The Lucas-Kanade algorithm was �rst presented in 1981
in “An iterative Image Registration Technique with an
Application to Stereo Vision”, [2]. The technique does
not need any information from the image before execution,
and works well in real-time applications. It uses the spatial
intensity gradient in the images to �nd matches in a
number of iterations. In the gradient search it minimizes
the Euclidean distance between the corresponding patches
in the two images. The Lucas-Kanade technique starts with
an initial estimate of these distances which is denoted with
d or disparity below. Thed value is updated in every
iteration to get a better estimate of the disparity.

The solution is based on the assumption that the func-
tions I (x) and J (x) can be approximated linearly near
x. The bestd can be de�ned in different ways and
here the bestd is the disparity that minimizes (1). The
one-dimensional case is described below and the two-
dimensional discrete case presented at the end of the
section.



� (d) =
Z

w

�
I (x +

d
2

) � J (x �
d
2

)
� 2

dx (1)

I (x + d
2 ), J (x � d

2 ) and their derivatives are Taylor
expanded as:

I (x +
d
2

) = I (x) +
d
2

I 0(x) + O(d2)

J (x �
d
2

) = J (x) �
d
2

J 0(x) + O(d2)

I 0(x +
d
2

) = I 0(x) +
d
2

I 00(x) + O(d2)

J 0(x �
d
2

) = J 0(x) �
d
2

J 00(x) + O(d2)

Since the minimum of (1) is wanted, the derivative with
respect tod is set to zero.

@�
@d =

R
w

�
I (x) + d

2 I 0(x) � J (x) + d
2 J 0(x) + O(d2)

�

�
�

I 0(x) + d
2 I 00(x) + J 0(x) � d

2 J 00(x) + O(d2)
�

dx

= 0

This results in the equation:

R
w

�
I (x) � J (x)

��
I 0(x) + J 0(x)

�
dx

= d
2

R
w

�
I (x) � J (x)

��
I 00(x) � J 00(x)

�

+
�

I 0(x) + J 0(x)
� 2

dx + O(d2)

(2)

(I (x) � J (x))( I 00(x) � J 00(x)) can be omitted because the
assumed linear approximation makes the term very small
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The two dimensional discrete case is as follows
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where gx and gy are the derivatives in the x and y
directions. w is a small part of the image needed to
compute the intensity gradient and is denoted as an image
patch.

3. The GPU and CUDA

When NVIDIA introduced CUDA, the GPU was seen
more as a co-processor to the CPU rather than a graphics
processor on its own. The new hardware that CUDA uses
consists of what they call scalar streaming processors,
instead of the traditional vertex and fragment processors
that were used before.

Even though it was possible to use GPUs for GPGPU
(General-purpose computing on graphics processing units)
earlier, it was quite dif�cult because the programmer had
to use a graphics API (application programming interface)
such as OpenGL or DirectX to do the low-level program-
ming. Higher level programming environments such as Cg
(C for graphics), HLSL (High Level Shader Language)
and GLSL (OpenGL Shading Language) made it easier
for GPGPU-programming but these generate code into the
APIs, so programmers still need to know a lot of computer
graphics to get high performance and the APIs limit what
kind of applications can be written.

3.1. CPU vs GPU

The CPU and GPU have different designs which is mir-
rored in how their performances have developed. The de-
velopers of the CPU have mainly raised its clock frequency
to improve the performance while more execution units
are added to the GPU to get better performance. Figure
1 shows how big the difference is in raw �oating point
operations per second (FLOP). There are mainly three
reasons why the graphics hardware is advancing so fast.
Firstly, the number of transistors that �t on a microchip is
roughly doubled every 18 months, resulting in cheaper and
faster computer hardware. Secondly, image generation is
very parallel and graphics hardware designers can split up
the problem into smaller tasks that are easier to tackle. The
last reason, that combines the �rst two, is the human desire
for visual stimulation and entertainment. The computer
games are pushing the industry with higher demands on
speed and image quality.
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The CPU is designed to be a general purpose processor.
The GPU is faster on many graphic tasks, because it
has a specialized design. The GPU is very well-suited
for compute-intensive and data-parallel computations, for
example rendering. More transistors can be devoted to data
processing instead of data caching and �ow control. Since
the same program is executed on many data elements in
parallel the need for advanced �ow control is lowered.
The CPU is designed to have much data on the chip, that
can be accessed with short latency. The GPU has many
execution units instead and a small amount of on-chip
data, which could force many DRAM-accesses. The GPU
is however designed to tolerate DRAM latency by having a
huge number of threads that can execute on the processors.

The difference between GPU and CPU threads is that
GPU threads are very lightweight and have little creation
overhead. The hardware can generate the threads in just a
few clock cycles. The GPU needs thousands of threads to
achieve full ef�ciency while a multi-core CPU only needs
a few.

Not all kinds of programs can be successfully imple-
mented on the GPU, but if an application require long
execution time it is often because there is a lot of data
being processed. The GPU can not replace the CPU
because it is not able to execute general-purpose programs
like the CPU, but the GPU will be much faster than the
CPU if the task is parallel in its nature.

4. Implementation

When programming using CUDA, the execution is
divided into smaller programs calledkernels which is
launched on the GPU (device). The kernel program is
launched from the CPU (host) where also some execution
parameters are set. When the kernel is executed it will
be divided into many threads and blocks as �gure 2
shows. The same program will be run in all threads
but can be executed on different data through block and
thread indices. The blocks within a grid must have the
same dimensionality and the hardware will distribute them
among the processors.

Figure 2. Organization of the threads

The threads in one block can however not communicate
or synchronize with threads in another block, but this

model makes it easy to run the program on different
devices without recompilation. If the program is run on
a device with few parallel capabilities the blocks will be
run more sequentially.

4.1. Algorithm

The Lucas-Kanade algorithm can be broken down into a
few steps, see �gure 3 for an overview. Each of these steps
is done using image patches. If the resulting optical �ow is
not dense there are many different methods to choose the
position of the patches. One example is the Harris operator
[3] which can be used to decide where to compute the
optical �ow.
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Figure 3. Algorithm overview

One patch from each image is extracted resulting in
patchesI andJ . These are added together and subtracted
into two new patches,I + J andI � J . I + J is then �ltered
in both directions, creating an additional two patches, the
gradientsgx and gy . These two are together withI � J
combined into another six new patches,g2

x , g2
y , gy gx , gx gy ,

(I � J )gx and (I � J )gy . gy gx and gx gy are actually
the same and therefore only �ve new patches have to be
calculated.

These patches are elements in (3) but before the equa-
tions can be solved, the values in each patch have to be
summed. The last step is to solve the equation system and
obtain a new estimate for the disparity. The estimates are
represented as �oats and a sub-pixel accuracy.

Each step within an iteration needs input from the
previous one which makes the algorithm run sequentially.
Also the result from one iteration will be input to the
next iteration. The algorithm is however local and need
only a small patch of the image, and these patches can
be calculated in parallel. Depending on the hardware i.e.
number of processors on the graphics card, more patches
can be processed in parallel. The new coordinates for the
patch positions are then used as input to the next iteration
of the algorithm.

An improvement in CUDA is that the kernels can have
many outputs, making it possible in the same kernel to
calculate more things that require saving.

4.2. Choosing memory space

When implementing an algorithm you have to decide
what kind of memory the data will reside in. It depends
very much on the access pattern. The device memory



(global and local memory) has a much higher latency and
lower bandwidth than the on-chip, shared memory.

The global memory in DRAM is not cached and be-
cause of that, the access pattern is very important to get
a high bandwidth. To get ef�cient reading and writing,
the simultaneous memory accesses of many threads can
be coalesced into a single transaction. The requirements
to achieve this are dependent on the device'scompute
capability, and in the early CUDA-enabled cards the
memory accesses have to be in sequence.

The shared memory is a parallel data cache with a very
fast read and write access. The threads within the same
block can use the shared memory to exchange data with
each other to minimize the DRAM access. Without this
memory, different threads that use the same data will have
to access it one at a time through the slower DRAM.
Since the thread blocks cannot communicate with each
other directly the only way to do that is to use the global
memory.

A big improvement from earlier GPU programming
methods is theshared memoryand also the feature to use
scattered memory writes. This means that you can write to
any location in the memory and is very useful in GPGPU.

The texture memory is optimized for 2D spatial locality
which means that the texture cache works well when
accessing values near each other in a random way, but
this memory is not writable while using CUDA arrays.

Apart from the fact that the texture memory is cached,
it has many good features that can be used in image
processing. When trying to access values outside the
image, the hardware will handle it automatically. Different
modes can be used to handle the out-of-range values.

When using textures, bilinear interpolation can be cal-
culated in hardware. This means that when accessing the
image patches, the sub-pixel accuracy and the interpolation
will be handled automatically.

The constant memoryis good for read-only structures,
for example a constant value that will be used by many
threads. It will only be read from the device memory if it
is a cache miss, otherwise from the constant cache.

5. Results and discussion

The Lucas-Kanade algorithm has been implemented in
CUDA and tested on gray scale images. These are pro-
vided by Middlebury Vision [4] together with the ground-
truth �ow, which can be used to evaluate the performance
of optical �ow algorithms. They have different techniques
to create these datasets with ground-truth and one is based
on hidden �uorescent texture with computer-controlled
lighting and motion stages for camera and scene. Ultra
violet light makes the high-frequency �uorescent texture
visible for accurate tracking. They also provide ground-
truth from realistic synthetic sequences and real stereo
imagery of rigid scenes. The setups have higher spatial
and temporal resolution than the data-sets. [5]

The algorithm has been tested on a NVIDIA GeForce
8800 GTX graphics card. With a patch size of8� 8 pixels

and an image resolution of584� 388pixels, it took 0.041
seconds per iteration to calculate the dense optical �ow
�eld. An OpenCV version of the algorithm, which is a
good CPU implementation, has also been tested with the
same parameters. On a Core 2 Duo E6600 2.4 GHz CPU
it took 0.67 seconds per iteration, resulting in a 16 times
speed up for the GPU.

The GPU is designed such that the calculations can be
done in parallel and this is the most important property to
have in mind while implementing algorithms on a GPU.
If the calculations can not be done on many data elements
in parallel the program will probably run slower than on
a CPU.

It is also important that the algorithm has enough
amount of data to process. If the amount is small, the
overhead time will be big compared to the computational
time and the data will probably �t well into the CPU's
cache if it is computed there.

How to use and handle the memory is a big issue when
programming the GPU. The bandwidth between the host
and the device is much lower than transactions within the
device, so it is a good idea to let the data stay on the
device when possible. Besides trying to access the memory
in a good way, it is also important to hide the memory
latency with lots of calculations or increasing the number
of threads.

Because CUDA and traditional C-code are very alike it
is easy to write programs without any knowledge of how
the hardware mechanisms work, and it will probably run
faster than a CPU implementation. To get a really fast and
ef�cient program is on the other hand harder and requires
a lot of optimizations.
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Abstract

Good data sets for evaluation of computer vi-
sion algorithms are important for the continued
progress of the �eld. There exist good evaluation
sets for many applications, but there are others
for which good evaluation sets are harder to come
by. One such example is feature tracking, where
there is an obvious di�culty in the collection of
data. Good evaluation data is important both for
comparisons of di�erent algorithms, and to detect
weaknesses in a speci�c method.

All image data is a result of light interacting
with its environment. These interactions are so
well modelled in rendering software that sometimes
not even the sharpest human eye can tell the dif-
ference between reality and simulation. In this pa-
per we thus propose to use a high quality rendering
system to create evaluation data for sparse point
correspondence trackers.

1 Introduction

Structure from motion algorithms can gain quite
a bit of stability by increasing the precision of the
feature tracker used. Sub-pixel accuracy, and little
or no bias, are important properties when deciding
on what kind of tracker to use. To evaluate the
performance of a feature tracker at this accuracy
level is a very di�cult task.

To stabilize the structure from motion calcu-
lations, two main tracker qualities are especially
important. To have as little bias as possible in the
measurements and to keep track of the feature as
long as possible in the image sequence.

The modeling capacity of a modern 3D render-
ing engine is simply huge and has the possibility
to produce an output that sometimes is indistin-
guishable form a real photo. We propose the use
of such a system to generate complex images, that

can be used as evaluation data in the case of struc-
ture from motion. The light models used are very
complex and can su�ciently well simulate many of
the phenomena that cause problems and decrease
performance of a feature tracker of today. The 
ex-
ibility of these rendering systems will be a great
asset when trying to locate weaknesses in current
trackers. The optical 
ow for these sequences can
easily be collected with near machine precision.

2 Related Work

A common way to evaluate the performance of a
feature tracker is to use manual inspection. A set
of points is tracked for a number of frames and
then manually compared to their original location
in the scene to see if the tracker has managed to
track the point correctly, see e.g. [3]. This method
is simple and e�ective, but there are however some
drawbacks to it. One drawback is that it makes it
hard to determine the bias and sub pixel accuracy
of the tracking result. The result will also be sub-
jective due to the human factor.

Higher precision can be achieved if an indus-
trial robot arm is used. The camera is then mounted
on the end e�ector of the robot. By moving the
camera in a known trajectory in a static world with
a known 3D structure it's possible to retrieve accu-
rate point trajectories in the image sequence. One
obvious limitation with this method is the limited
range of the camera movement. Longer sequences
with large scale di�erences are hard to collect, it
would require a macro lens and miniature set up of
some kind. There are also quite a few calibration
steps involved, and the costs of such a setup are
very high.

The people behind the Middlebury stereo eval-
uation set have developed an new evaluation set
for optical 
ow [1]. There are three main data
sets. The �rst is based on real world data and



are produced in a quite interesting way. Di�er-
ent objects are sprayed with 
uorescent paint of
di�erent colors. Photos are taken with a high res-
olution camera while the objects are illuminated
with ultra violet light. Photos are also taken in
normal lightning condition, where the 
uorescent
paint is barely visible. The point correspondence
is found using a SSD (Sum of Square Di�erences)
tracker on the 
uorescent images. Then every 20th
of the normal lighted images are down sampled and
it is they that are evaluation images. There are
a couple of drawbacks when collecting evaluation
data in this matter. It is not possible to capture
scenes of larger environments due to spray paint-
ing and UV-lightning problems. Camera motion
is restricted because of the need for a number of
high resolution images in-between every evaluation
frame. The data set needs to be recorded slower
than real time to be able to capture all the images.

The second data set is a realistic synthetic set
of images. The scenes was generated using Mental
Ray [2], a high quality render engine. They are
rendered with complex shapes, such as trees, in an
outdoor environment. The scene also contains 3D
texture simulation, small bumps, and details on
the surface.

Finally, the third set is an adoption of there
stereo data for rigid scenes. This allows for a
comparison between the optical 
ow algorithms
and the state-of-the-art stereo algorithms. The
stereo scene structure and depth are collected us-
ing structured light and laser range imaging. The
Middlebury evaluation sets are made solely for the
purpose of evaluating dense optical 
ow. Because
of this the test sequences are very short, each set
consists of just 8 frames. The purpose of our eval-
uation data is to evaluate the performance when
tracking more sparsely located points for a longer
period of time. In our data set there are also the
3D models of the synthetic data, meaning that we
have an exact 3D position of all possible landmarks
in the sequence. This gives us the possibility to
not only measure the performance of the tracker
but also measure the performance of the structure-
from-motion part.

2.1 Modeling Capabilities

Research in computer graphics has been ongoing
for a long period of time. Not just at the univer-
sities but also in the industry, where large compa-
nies such as Pixar and others have helped raise the
bar of computer generated graphics. The picture
quality archived by a modern o�ine render engine
today is very high, making the result sometimes in-

Figure 1: Di�erent lightning models, u. left: sim-
ple shading, u. right: shadows added, l. left:
added re
ection on the toruses. l. right: Global
Illumination.

distinguishable from a real photo. Many of these
advances in image qualities comes from more real-
istic models of light, material and That is why we
believe that with synthetic generated data we can
reproduce many of the phenomena that decrease
the performance of today's feature trackers.

There are di�erent models for simulating a sha-
dow. The most realistic and accurate of them is
the raytraced soft shadow A raytraced soft shadow
extends the simple model where all light from a
light sources comes from a single point of a light
source to a model where the light emerges from
an area. This gives us as the name indicated a
much softer edge of the shadow then the normal
raytraced shadow.

Almost all materials have some re
ective com-
ponents. The re
ective properties of materials can
make them look quite di�erent. There is the mirror
with almost perfect re
ection. But there can also
be other re
ective surfaces such as brushed metal
which has a re
ective surface that is very rugged
and gives a completely di�erent look in a photo.
Or a stone of granite that re
ects light very di�er-
ently across the surface. Small parts of the stone
have almost total re
ectivity while other parts are
dark di�use and re
ect very little light. This can
all be simulated by adjusting the re
ective prop-
erties of a material.

A standard modeling assumption that is fre-
quently used when rendering an image is that all
light that hits a surface comes from a given light
source. This assumption is pretty harsh because
in the real world every visible surface re
ects light.



The color of a small surface area in a room does not
only depend on all the light sources in the room
but also on the re
ected light of walls and objects
in the room. There are a number of algorithms
that deal with these global re
ectivity phenom-
ena of objects and they go under the general name
Global illumination. They are often very computa-
tionally heavy but can be rendered in a reasonable
time on a modern processor.

Camera and lens characteristics give other pho-
tographical e�ects. When photographing a scene
there will be some light that bounces around in
the lens of the camera. These photographic side
defects are called lens 
ares. When the contrast of
lights in the scene is large these e�ects can be very
evident.

Motion blur arises from fast motion or long ex-
posure times. By rendering multiple samples of the
models in the scene and averaging temporally, this
e�ect can be simulated with high quality. Depth
of �eld can be simulated with the same multiple
samples technique.

When combining all the methods above to ren-
der a computer generated image, the result can
become very realistically looking.

2.2 Generation of the Ground Truth
Motion Field

The motion �eld is the �eld of projected 3D motion
vectors onto the image plane. Theoptical 
ow is
the apparent motion of brightness patterns in the
image [1]. When we generate ground truth using a
3D model, we obtain a ground truth motion �eld,
and not an optical 
ow �eld.

Figure 2: Intersection of cast ray and triangle.

When rendering a 3D model on a computer,
the model is almost always divided up into small
triangles. The corners of a triangleX 1, X 2, and
X 3 are called vertices. Each vertex is associated
with certain properties i.e. color, surface normal

and more. When vertex properties di�er within
the same triangle these values need to be inter-
polated, to achieve smoothness where it's needed.
This is usually achieved automatically by graphics
hardware. We can use this mechanism to obtain
the 
ow �eld between two images, and this only
takes a few lines of shader code.

For each image coordinatep =
�
p1 p2

� T
, we

cast a ray, and determine the closest intersecting
triangle, and the (u; v) coordinates in that triangle.
These uniquely specify the intersection pointX as:

X = X 1 + u(X 2 � X 1) + v(X 3 � X 1) : (1)

See �gure 2. The three vertices are projected into
the two cameras as:

x k = P 1X k and x0
k = P 2X 0

k : (2)

Here x =
�
x1 x2 x3

� T
denotes a vector in ho-

mogeneous coordinates, and ~x =
�
x1=x3 x2=x3

� T

is the corresponding coordinate where the projec-
tive scale has been normalized out. In order to
determine the projection of the intersection point,
we make use of the retained scale in the projected
vertices x k , and combine them using a linear in-
terpolation:

x = x1 + u(x2 � x1) + v(x3 � x1) : (3)

The same procedure is then repeated in the second
frame, to obtain x0. The �nal motion �eld vector
is then given as:

d = ~x � ~x0: (4)

An example of two rendered frames, and the
induced ground truth motion �eld is given in �gure
3.

2.3 Detection of occuded points

The procedure described in the previous section
will give us a motion �eld vector d(p) in each im-
age location, p. However, for some of the points,
it may happen that they are no longer visible in
the second camera, either due to self occlusion, or
because the triangle has been occluded by another
object. If the ground truth is going to be useable,
we need to detect these points.

One way of detecting occluded points is to ren-
der images where each pixel contains the index of
the triangle visible in that pixel. We denote these
triangle index imagesby T1 and T2 for frames 1
and 2 respectively.

Now we loop through the generated motion
�eld image d, and for each location p, we check



Figure 3: Rendering example. Top: frame 0 and
frame 1. Bottom: The induced motion �eld from
frame 0 to frame 1. Motion vectors are colour
coded according to the coordinate system in the
lower left corner.

whether the triangle image T1 contains the same
value as any of the corresponding positions inT2:

M (p) =

8
>>>>>><

>>>>>>:

1 if T1(p) = T2(q1)
1 if T1(p) = T2(q2)
1 if T1(p) = T2(q3)
1 if T1(p) = T2(q4)
0 otherwise.

(5)

Here q1. . . q4 are the four nearest neighbours to
the 
oating point position p + d(p). We need to
consider all four neighbours, in order not to detect
also the pixels that are less than half a pixel away
from a triangle edge.

3 Further work

One of the real strengths of synthetically made
evaluation data is the ability to generate data with
large variety of di�erent settings for di�erent kinds
of optical e�ects. We can get quantitative mea-
surements of the performance of a tracker when
di�erent optical e�ects are present or not. We

can maybe isolate speci�c problems that cause the
tracker to perform badly.

The most commonly used tracker today is based
on planar rectangular features and a pure transla-
tion model. If more degrees of freedom are released
they often lose their robustness. With high quality
synthetically rendered data there is a possibility
to generate ground truth data with a large vari-
ety of settings. These variations can be di�erence
in light settings, di�erent geometrical properties, a
variety of material properties and more. The data
can be seen as a large set of training examples,
and the tracker could be trained to handle these
variations. Doing this we could hopefully loosen
some more degrees of freedom for the tracker with
maintained robustness. A possible future goal is to
have the tracker self adjust according to the track-
ing circumstances.
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Learning Bayesian Tracking for Motion
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Abstract. A common computer vision problem is to track a physical
object through an image sequence. In general, the observations that are
made in a single image determine the actual state only partially and
information from several views has to be merged. A principled and well-
established way of fusing information is the Bayesian framework. In this
paper, we propose a novel way of doing Bayesian tracking calledchannel-
based tracking. The method is related to grid-based tracking methods,
but di�ers in two aspects: The applied sampling functions, i.e., the bins,
are smooth and overlapping and the system and measurement models are
learned from a training set. The results from the channel-based tracker
are compared to state-of-the-art tracking methods based on particle �l-
ters, using a standard dataset from the literature. A simple computer
vision experiment is shown to illustrate possible applications.

1 Introduction

Due to the projection into the image plane, the 3D motion of an object cannot
be determined uniquely from monocular views. However, if the object motion
is non-degenerate, i.e., if the motion is not restricted to certainsubspaces, 3D
tracking of the object allows one to estimate its full state, i.e., all considered
dimensions of the motion state.

1.1 Problem Formulation

Assume a 3D object moving in space and we want to estimate a subspace of its
con�guration, in practice mostly its 3D position. The observation data consists of
consecutive 2D views of the object, taken from a single camera. For simplicity the
camera will not move here, but the case where the camera moves is believed to be
solvable within the same framework. The relative con�guration of image plane
and motion trajectory are assumed to be such that all state space dimensions of
interest can be estimated, i.e., the system is observable [1]. It is further assumed
that the observation data is already extracted from the sequence, i.e., a sequence
of observations (image coordinates) is the input. The output of the method

? The research leading to these results has received funding from the European Com-
munity's Seventh Framework Programme (FP7/2007-2013) under grant agree ment
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consists of a sequence of 3D coordinates. All models are assumed to be non-linear
and the noise terms are assumed as non-Gaussian. Under these circumstances,
we believe that only learning systems can provide stable and robust solutions.
Therefore, the proposed approach makesno use of manually engineered system
models or measurement models. Both models are learned from training data,
where during the learning phase samples for system state sequences are required.
Note that both models are multi-modal and thus non-trivial to learn.

Learning the measurement model implies thatno camera calibration is re-
quired in contrast to state-of-the-art methods that rely on accurate calibrati on.
Coordinate systems can be chosen fairly arbitrarily and according to the re-
quirements of the application in mind. Learning the system model, i.e., learning
the dynamics of objects, allows one to change to suitable, applicationdependent
state space coordinate systems. For instance, when it comes to car safety systems
one might consider the distance in terms of �eld of safe travel [2] which is more
relevant than the Euclidean distance to the car. In contrast to state-of-the-art
methods using prede�ned system models, the same implementation can be used
on di�erent state spaces.

1.2 Related Work

The most relevant work from the literature can be found in the area of non-linear,
non-Gaussian Bayesian tracking [3, 4]. In Bayesian tracking, the current state of
the system is represented as a probability density function of thesystem's state
space. In the prediction step, this density is modi�ed accordingto the system
model and a new, typically smoother density is obtained as the prediction of the
next system state. In the observation step, measurements of the system are used
to update the predicted density. Typically, the density is sharpened by inference
and it serves as the next system state.

Non-linear, non-Gaussian Bayesian tracking excludes (extended) Kalman
�ltering. Common approaches are particle �lters and grid-based methods [3].
Whereas particle �lters apply Monte Carlo methods for approximating the rele-
vant density function, grid based methods discretize the state-space, i.e., apply
histogram methods for the approximation. In the case of particle �lters, densi-
ties are propagated through the models by computing the output for individual
particles. Grid-based methods use discretized transition mapsto propagate the
histograms and are closely related to Bayesian occupancy �ltering [5].

An extension to grid based methods is to replace the rectangular histogram
bins with overlapping, smooth kernel functions. This leads to therecently pro-
posedchannel-based tracking[6]. Channel-based tracking implements Bayesian
tracking using channel representations [7] and linear mappings on channel rep-
resentations, so-called associative networks [8]. The termchannel is well estab-
lished in vision literature for a representation using a band pass tuning func-
tion [9], while some may at times have a reason to view it as a population
coding [10, 11]. The main advantage compared to grid-based methods is the re-
duction of quantization e�ects and reduced computational e�ort.
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Channel representations can be considered as regularly sampled kernel den-
sity estimators [12], implying that channel-based tracking is related to kernel-
based prediction for Markov sequences [13, 14]. In the cited work, system models
are estimated in a similar way as described here, but the di�erence is that we con-
sider sampled densities, making the algorithm much faster than the cited work.
Another way to represent densities in tracking are Gaussian mixtures (e.g. [15])
and models based on mixtures can be learned using the EM algorithm, cf.[16],
although the latter method is restricted to uni-modal cases (Kalman � lter).

The main novelty of this paper compared to [6] is the generalization of
channel-based tracking to multi-dimensional state vectors, higher-order system
models, and generic measurement models. Higher-order system models are re-
quired for tracking partially observable states and generic measurement models
are obtained through learning. Furthermore, this paper contains a quantitative
evaluation of results in comparison to particle �lters and grid-based methods.

1.3 Organization of the Paper

The paper is organized as follows. After the introduction, the methods required
for further reading are introduced: Bayesian tracking and channelrepresenta-
tions of densities. As novelties of this paper, the channel-based tracking algo-
rithm is formulated for the multi-dimensional case and the learning of system
and observation models is described. In section 4 channel-based tracking is com-
pared to particle �lters and grid-based methods in a standard performance test
for Bayesian tracking. A simple vision-based experiment is shownto illustrate
applicability in practical problems. In section 5 we discuss the achieved results.

2 Bayesian Tracking and Channel Representations

Channel-based tracking can be considered as a generalization of grid-based meth-
ods for implementing non-linear, non-Gaussian Bayesian tracking. Hence we give
a brief overview on Bayesian tracking and channel representations.

2.1 Bayesian Tracking

For the introduction of concepts from Bayesian tracking we adopt the notation
from [3]. Bayesian tracking is commonly de�ned in terms of a process model f
and a measurement modelh, distorted by i.i.d. noise v and n

x k = fk (x k � 1; v k � 1) (1)

zk = hk (x k ; nk ) : (2)

The symbol x k denotes the system state at timek and zk denotes the observation
made at time k. Both models are in general non-linear and time-dependent.

The current state can be estimated, given that the previous state and all
previous observations are known, by using the prediction equation.Assuming a
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Markov process of order one allows us to consider the conditional density of the
novel state as an integral over its conditional density given the previous state

p(x k jz1:k � 1) =
Z

p(x k jx k � 1)p(x k � 1jz1:k � 1) dx k � 1 : (3)

Taking into account the new measurement, the prediction is updatedthrough

p(x k jz1:k ) =
p(zk jx k )p(x k jz1:k � 1)R

p(zk jx k )p(x k jz1:k � 1) dx k
: (4)

In the case of non-linear problems with multi-modal densities, basically two
relevant approaches for implementing (3) and (4) are known: The particle �lter
and grid-based methods. Particle �lters are considered superior togrid-based
methods concerning accuracy [3].

Particle �lter methods apply Monte Carlo simulation for approximatin g the
relevant densities, and the crucial step is the re-sampling of particles from the
previous estimates in order to avoid degeneracy and loss of diversity.Cumulative
histograms are required for the re-sampling step [4], and in case of many particles
and high-dimensional spaces, the method su�ers from the computationalburden.

Grid-based methods assume a discrete state space such that the densities are
approximated with histograms. Thus, conditional probabilities of state transi-
tions are replaced with linear mappings. In contrast to [3] where densities were
formulated using Dirac distributions weighted with discrete probabilities, we
assume band-limited densities and apply sampling theory. However,the �nal
equations for grid-based tracking and the model assumptions remain thesame.

For the remainder of this section, sampling is meant in the signal processing
sense and not in its meaning as a stochastic sampling. Sampling the posterior of
the previous time step gives us

wi
k � 1jk � 1 , p(x k � 1jz1:k � 1) � � (x i � x k � 1) (5)

where � denotes convolution and� (x i � x ) is the Dirac impulse at x i . Note that
the sampling itself is time independent. Accordingly, the sampled prior pdf at
time k and the sampled posterior at timek are obtained as

wi
k jk � 1 , p(x k jz1:k � 1) � � (x i � x k ) (6)

wi
k jk , p(x k jz1:k ) � � (x i � x k ) : (7)

Plugging (5) and (3) into (6) and applying the power theorem gives us

wi
k jk � 1 =

Z
p(x k jx k � 1)p(x k � 1jz1:k � 1) dx k � 1 � � (x i � x k ) =

X

j

f ij
k wj

k � 1jk � 1 (8)

where f ij
k = p(x k jx k � 1) � � (x i � x k ) � � (x j � x k � 1): (9)

Accordingly, plugging (6) and (4) into (7) gives us

wi
k jk =

p(zk jx k )p(x k jz1:k � 1) � � (x i � x k )R
p(zk jx k )p(x k jz1:k � 1) dx k

=
hi

k (zk )wi
k jk � 1

P
j hj

k (zk )wj
k jk � 1

(10)

where hi
k (zk ) = p(zk jx k ) � � (x i � x k ): (11)
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Note that (8) and (10) are exactly the same equations as in the formulation of
grid-based methods in [3], except for change of notation. Re-writing grid-based
methods in terms of the sampling theorem allows us to analyze approximation
errors more systematically. Grid-based methods require the more samples the
higher the upper band limit of the pdf, i.e., the wider the characteristic function
' x (t ) = E f exp(i t T x)g. Furthermore, the sampling-based formulation makes it
easier to switch to other sampling schemes than the ordinary impulse sampling.

2.2 Channel Representations of Densities

The channel representation [7, 17] can be considered as a way of sampling con-
tinuous functions or, alternatively, as histograms where the bins are replaced
with smooth, overlapping basis functions, see e.g. [18].

Consider a density function p(x) as a continuous signal that is sampled with
a smooth basis function, e.g., a B-spline. It is important to realizehere that the
sampling takes place in the dimensions of the stochastic variables, not along the
time axis k. Sampling is meant in the signal processing sense, not in its meaning
as a stochastic sampling. It has been shown in the literature that an averaging
of a stochastic variable in channel representation is equivalent tothe sampled
kernel density estimator with the channel function as kernel function [12]. For
the purpose of Bayesian tracking, we replace the sampled densities(5) { (7) with

wi
k1 j k2

, p(x k1 jz1:k2 ) � b(x i � x k1 ) (12)

where b(x) is a channel basis function. For the remainder of this paper it is
chosen as [19]

b(x) ,
2a
�

( Q
n cos2(axn ) jxn j < �

2a

0 otherwise.
(13)

Herea determines the relative width, i.e., the sampling density. According to [12],
the channel representation reduces the quantization e�ect compared to ordinary
histograms by a factor of up to 20. Switching from histograms to channels thus
allows us to reduce computational load by using fewer bins, to increase the
accuracy for the same number of bins, or both at the same time. In theory, the
reduction of bins is limited by the upper band limit of the density function, but
in practice the number of drawn samples (in a stochastic sense now) is often
much too low anyway and regularization becomes necessary.

For performing maximum likelihood or MAP estimation using channels, a
suitable algorithm for extracting the maximum of the represented distribution
is required. For cos2-channels with a spacing of �

3a , an optimal algorithm in
least-squares sense is obtained in the one-dimensional case as [19]

x̂k1 = l +
1
2a

arg

2

4
l +2X

j = l

wj
k1 j k1

exp(i2a(j � l ))

3

5 : (14)

N -dimensional decoding is obtained by local marginalization in a windowof size
3N and subsequent decoding of theN marginals. The index l of the decoding
window is chosen using the maximum sum of a consecutive triplet of coe�cients.
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3 Channel-Based Tracking

This section contains the multi-dimensional channel-based tracking algorithm
and the learning method for the system and the measurement models.

3.1 Channel-Based Tracking Algorithm

When plugging channel representations into (5) { (7), the two conditional den-
sities p(x k jx k � 1) and p(zk jx k ) have to be considered more closely. The power
theorem which has been used to derive (8) and (10) does not hold if we sam-
ple with channels instead of impulses, because some high-frequency content is
removed and thus the scalar product between sampled densities will always be
less than the integral product of the corresponding continuous densities.

However, if the densities are band-limited from the start, the regularization
by the channel basis functions removes no or only little high-frequency content.
Hence, the power theorem holds approximately, i.e., the di�erence between the
scalar product and the integral product can be neglected. This has been con-
�rmed in experiments with synthetically generated densities. Henceforth, (8)
and (10) can be applied for the channel-based density representations aswell.

For what follows, the coe�cients of (8) are summarized in the matrix F k =
f f ij

k g and the coe�cients of (10) are summarized in the vector-valued function
hk (zk ) = f hj

k (zk )g. In the following section, both operators will be learned from
a set of training data. This requires that both remain stationary and we remove
the time index k (not from zk though): F and h(zk ). This removes absolute time
reference from the model. The posterior density is now obtained by

w k jk � 1 = Fw k � 1jk � 1 (15)

w k jk =
h(zk ) � w k jk � 1

hT (zk )w k jk � 1
; (16)

where � is the element-wise product, i.e., the enumerator remains a vector.
We have not yet addressed the state space and the prediction and measure-

ment model. The models will be treated separately in the subsequent section, for
the moment it is assumed that they are known. The state space should contain
su�ciently many degrees of freedom to describe the observed phenomena. Typ-
ical choices are �rst or second order Euclidean motion states, since theMarkov
model of order one applied in (3) only keeps track of the previous state.

The choice of such a complex state space requires prior knowledge aboutthe
problem which is not available in the considered task, as mentioned inSect. 1.1.
Applying the Markov theorem the other way round, an equivalent setting is to
use only positions as states and to apply a higher-order Markov model. Hence,
more than just the previous state is considered in the prediction step:

w k jk � 1;k � 2;:::;k � n = [ F1F2 : : : Fn ][w T
k � 1jk � 1w T

k � 2jk � 2 : : : w T
k � n jk � n ]T (17)

In the observation step (16) the prior pdf has to be changed accordingly.
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In (17), the state space is represented by theconcatenation of channel rep-
resentations. Using concatenation of channels instead of an outer productof
channel vectors leads tolinear asymptotic growth of computational complexity
instead of exponential growth. Using a concatenation of channel vectors corre-
sponds to a marginalization of the joint density of previous states. In theory
this could lead to predictions based on non-corresponding previous states, but
following the line of arguments in [20], this is very unlikely to happen for channel
based linear mappings. The whole channel-based tracking algorithm is summa-
rized in Algorithm 1. The mentioned prior is treated in the following section.

3.2 Learning of System and Measurement Models

A particular feature of channel-based tracking is that the system model f and
the measurement modelh can easily be learned - which is di�erent from most
particle-�lter based methods which need pre-speci�ed models. The system model
is trained from a sequence of states, i.e., at some time the system needs access
to the entire state space. This can be thought of as a calibration phase in the
case of computer vision applications or as a bootstrapping phase in the caseof
cognitive robotics. Another option is to observe the entire state space ofanother,
accessible system, e.g., observing the own car, and using the model to predict
an inaccessible system, e.g., another car.

In all subsequent experiments, the system model is trained by estimating the
matrix [ F1F2 : : : Fn ] from the covariance of the state channel vector at timek and
the n previous instances. Since the model matrix corresponds to the conditional
pdf and not to the joint pdf, the covariance is normalized with the marginal
distribution for the n previous states (see also [14], plugging (3.3) into (2.7))

[F̂1F̂2 : : : F̂n ] =

P K max
k= n w k jk [w T

k � 1jk � 1w T
k � 2jk � 2 : : : w T

k � n jk � n ]

1
P K max

k= n [w T
k � 1jk � 1w T

k � 2jk � 2 : : : w T
k � n jk � n ]

(18)

where1 denotes a one-vector of suitable size and the quotient is evaluated point-
wise. An important advantage of the covariance-based method for estimating
the model matrix is that one can easily incrementally update the matrix by
adding the covariance of the updated new state and then previous states to the
enumerator and the marginal to the denominator.

Algorithm 1 channel-based tracking algorithm.
Require: [F 1F 2 : : : F n ], h(zk ) and prior are known
1: set [w T

n � 1j n � 1w T
n � 2j n � 2 : : : w T

0j 0 ] according to prior
2: for k = n to K max do
3: compute w k j k � 1;k � 2;:::;k � n according to (17)
4: acquire zk

5: compute w k j k according to (16)
6: compute x̂ k by applying (14) to w k j k

7: end for
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For the �rst n steps, no complete previous state sequence is available and the
prediction equation cannot be computed using the model matrix above.Instead,
the empirical distribution for the �rst n states is stored and used as a prior in
line 1 of Algorithm 1.

The measurement model is the most di�cult part in the processing chain.
Since no analytic formulations of the measurement equation are available, h(zk )
cannot be a continuous function inzk and has to be approximated by a suitable
scheme. For the sake of simplicity, the observation data is also represented in a
channel representation such that the measurement model becomes a product of
the current observation channel vectorv k and a matrix H

h(zk ) � recode(v T
k H ): (19)

Here, recode(�) denotes the subsequent decoding (14) of modes, pruning, and
weighted re-encoding of modes, which corresponds to an inhibitionof side-
maxima. The matrix H is estimated in a similar way as the system model

Ĥ =

P K max
k=1 v k w T

k jk

1
P K max

k=1 w T
k jk

(20)

4 Experiments

In this section, experiments validating the concept of channel-based Bayesian
tracking are discussed. In Sect. 4.1 we evaluate our presented method on the
classical Carlin's experiment. We compare our result to state-of-the-art methods
such as the SIR particle �lter and the likelihood particle �lter an d show that we
can achieve competitive results. We demonstrate the validity of our method on
a real world visual experiment in Sect. 4.2.

4.1 Carlin's Experiment

In the �rst experiment, the following system is considered

xk = x k � 1

2 + 25x k � 1

1+ x 2
k � 1

+ 8 cos(1:2k) + vk � 1

zk = x 2
k

20 + nk

(21)

where vk � 1 and nk is zero mean Gaussian white noise with variances 10.0 and
1.0 respectively. This system is highly nonlinear regarding both the system and
measurement equation and the symmetric nature of the measurement equation
poses a challenging task. This example has been used for evaluation in several
publications e.g. [21, 22, 3]. We use the Root Mean Squared Error (RMSE) as a
measure of performance to be able to compare our result to the ones reported
in [3]. In our setup the initial state x0 is set to 8 according toxk = 0 for k < 0.

The true state and the estimated result for one evaluation can be seen in
Fig. 1. Note that for most of the time the results are remarkable good. However
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Fig. 1. The true (solid line) and estimated state (dashed line) for the Carlin's e xperi-
ment.

for a few instances, e.g.k = 23, the estimated state seems to be mirrored inx = 0.
This can be explained by the measurement function. From the measurement
function alone, there is no way to tell if we are in � x or + x.

A comparison with the results in [3] is shown in table 1. The RMSE presented
for our method was obtained with a second order model using 12 cos2-channels
for both the observation and state space. We trained our method on 100 sets
and performed 100 evaluation runs. It should be noted that we did model the
additive time dependent component of the system, i.e. the cos(1:2k) term, since
it does not comply with the stationary assumption needed for learning. However,
we did learn the remaining components of the system model as well as the full
observation model. The likelihood particle �lter performs best. It should be noted
that the test scenario is heavily biased toward the particle �lter s, since the only
unknown components for the particle �lters are the di�erent noise components,
while the system and the measurement model are fully known, which in a real
world scenario must be considered unrealistic due to model errors. Our results
incorporate system model and measurement model errors as well as noiseerrors.
Despite these facts, we still manage to produce competitive result.

Table 1. RMSE obtained on Carlin's experiment. Our method is third in performance
even though we do not model the system or measurement model. All results except for
CBT (12 channels) were taken from [3] (50 particles and 50 grid points).

Algorithm RMSE
Extended Kalman �lter 23.19
Approximate grid-Based Filter 6.09
Regularized Particle �lter 5.55
SIR Particle �lter 5.54
Channel Based Tracking 5.43
Auxiliary Particle �lter 5.35
Likelihood Particle �lter 5.30
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4.2 Computer Vision Experiment

The scenario consists of a spherical object, an orange, attached to the roof by
a string. We captured images of the object by an uncalibrated stereo camera
setup where external and internal parameters are unknown and lens distortions
are not compensated.1 The observationszk are the 2D position of the object in
the right image and the statesx k are the position in the left image. We used a
third order model with 17 cos2-channels for both the observation and state space
and used 37 frames for training. The resultingF matrix is visualized in Fig. 3.
At frame 38 we simulate a sensor failure and from here on rely on channel-based
tracking. The tracking result 14-16 frames after the sensor failure can be seen in
Fig. 2. The entire sequence is available at http://www.diplecs.eu/publications.

1 Actually, o�ine data has been used consisting of two image sequences only. One of
the sequences contained two frame-drops, which were automatically discovered by
the channel-based tracking.
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Fig. 2. The tracking result 14, 15 and 16 frames after the simulated sensor failure. The
state (i.e. the position in the left image) is obtained by channel-base d tracking given
the measurements (i.e. the position in the right image). The cross in t he upper left
image is the estimated position at 14 frames after the simulated sensor failure given
the measurement in the corresponding right image, upper right. The lower ima ges show
the estimated position after 15 and 16 frames.
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Fig. 3. Visualization of the F-matrix that has been learned during the �rst 37 frames.
Note the similarity to Lissajous �gures of order (1,1).

Table 2. Comparison to cited work. CBT refers to channel-based tracking and [3] to
the four particle �lter methods from table 1.

Method [13] [14] [15] [16] [3] CBT
learned models system system no system no both
multi-modal densities no yes yes no yes yes
fast implementation no2 no2 no3 yes yes yes

2 The continuous formulation requires re-evaluation of all kernels for each new sample.
3 Nothing is said in the paper about computational complexity / performance.

5 Conclusion

In this paper, a novel variant of Bayesian tracking has been proposed: channel-
based tracking with learned models. The approach is related to grid-based meth-
ods, but uses smooth, overlapping bins and the system and measurement models
are acquired through learning. A number of advantages have been postulated and
a standard experiment and a vision experiment have been presented.

The most important advantage of channel-based trackingcompared to par-
ticle �lters is that competitive results are achieved while the system model and
measurement model are learned from given state and observation data. In Car-
lin's experiment, channel-based tracking performs similarly well as particle �lters
and signi�cantly better than grid-based methods, both concerning the number
of bins and the accuracy. However, the accuracy is slightly lower than for state-
of-the-art particle �lter methods, which had to be expected, since the particle
�lter methods make use of analytic system and measurement models.

In a second, qualitative computer vision experiment it has been shown that
channel-based tracking can be applied tolearn the mapping from uncalibrated
cameras to dynamic object states. This type of experiment can be considered as
a prototype for estimation problems under partial occlusion or sensor failure.
Other properties in relation to cited work is summarized in table 2.
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